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Abstract. In this paper, an evaluation of measurements that can be used 

by a personal support agent to measure the quality of human task 

performance is addressed. Such measurements are important in order for a 
support agent to give effective and personalized support during the 

performance of demanding tasks. Hereby, the performance quality 

measurement is addressed from two perspectives, namely the human’s 

perspective as well as the task perspective. The former represents the idea 

the human has about the current task performance, whereas the latter 

measures the actual task performance compared to the goals set for the 

task at hand. Criteria have been identified to compare the various 

measurements, and an experiment has been conducted for evaluation. 
Based on these evaluation results, the most useful measurements are 

identified to be adopted within personal support agents.  
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1. Introduction 

When humans perform demanding tasks, it is known that their performance can severely 

degrade over time when their available resources are being exceeded (see e.g. [1]). Such 

degrading performance is highly undesired, especially in critical domains. Within the 

research field of augmented cognition, one of the goals is to develop systems that take 

such limitations of a human’s capacity to process information into account and avoid 

performance degradation by intervening (e.g. [2]). For this purpose, personal assistant 

agents (e.g. [3], [4]) can be designed where agents interact with sensors in the 

environment to monitor the human’s performance quality and contribute support in case 

it is needed. Hereby, having information on the performance quality of the human is of 

essence in order to give appropriate support. 
The measurement of how well a human is performing is however not trivial. The 

quality can be measured from different perspectives, namely the human’s perspective 

(the judgment of performance the human has) as well as the task perspective (depending 

on the actual task performance). In the field of augmented cognition, both are useful. In 

order to accept the help of a personal assistant, the human needs to have the idea that the 

system “understands” the human, hence the agent needs to contain a model of the 

human’s experience of performance. Furthermore, discrepancies between the human’s 

idea of performance and the actual task performance can also be a basis for an 

intervention. Of course, the actual task performance is important from the perspective of 

the eventual outcome of the task.  

A variety of measurements that have been proposed in the past as indicators for 
performance quality can potentially be utilized by an agent applied in a system that is 

aware of the human state. Indicators for the human’s performance are for instance 

measured using the NASA-TLX [5], or using physiological measurements such as ECG 

(to measure heart rate). For measurements from the task perspective, agents can use 

workflow oriented approaches to measure how well the workflow has been followed (see 

e.g. [6]). In this paper, the measurements are compared to see how suitable they are for 

usage in a personal assistant agent. Hereby, criteria are identified to score the various 

measurements, and an experiment has been conducted using a simulation based training 

environment to evaluate the measurements for their use in agent-based support.  

This paper is organized as follows. First, an overview is given of existing 

performance measurements in Section 2. Thereafter, the criteria for evaluation of 

measurements are identified in Section 3. Section 4 presents the simulation based 
training environment used to conduct the experiments, and an evaluation using the data 

from the experiment is shown in Section 5. Finally, Section 6 is a discussion. 

2. Performance Measurements 

First, the performance measurements from the human’s perspective are described in this 

section, followed by the measurements from the task perspective. 



 

2.1 Human’s Perspective 

When looking at performance from a human perspective, the focus is on performance 
measurements that can be defined by looking at the human. Such measurements can be 

subjective (e.g. the agent could ask the human to fill in a questionnaire) or 

psychophysical (the agent could communicate with measurement devices that measure 

the heart rate). Also, in previous literature human performance is described by looking at 

the mental effort someone has put in a task. Hockey [7] states that when looking at task 

performance it is important to take the efficiency of behavior into account. Instead of 

only looking at a specific task output, it is important to also look at the costs of achieving 

such an output (i.e. a person’s mental effort).  

A subjective measurement of performance gives information to the agent on how the 

human is observing the performance. In order to perform these measurements, the 

subjective scales NASA-Task Load Index (NASA-TLX, [5]) and Subjective Workload 
Assessment Technique (SWAT, [8]) can be used. Both scales consist of subscales where 

aspects of mental workload are rated by the human performing a task. In addition, one of 

the subscales of the NASA-TLX is a performance measure and asks humans to indicate 

their own performance. The major disadvantage of the subjective performance 

measurement is that the person performing a task needs to be interrupted by the agent. 

This can easily be done in an experimental setting, but is not practical in a real world 

setting. 

Physiological measurements provide the personal assistant agent with information 

about bodily responses to task execution. Examples are EEG (brain activity), Eye Blink 

Activity and ECG to measure heart rate (HR). HR is known to increase with increasing 

task demands and decreasing performance ([9]). Concerning Eye Blink Activity, 

research shows that the time between two successive blinks increases when visual load 
increases, but decreases when mental (non-visual) load increases ([10]). Both HR and 

eye blink activity can be very useful as an indicator for task performance for the personal 

assistant agent. A disadvantage of psychophysiology is that the measurements required 

can be intrusive and therefore not very desired to use in real world settings (however, 

less intrusive measurements are also being developed, see e.g. [11]). In addition, when 

considering HR, other factors should be taken into account. For instance, HR can be 

influenced by physical exercise, sleep or coffee as well. This should be taken into 

account by a support agent that uses psychophysical input to reason about a human’s 

state.   

2.2 Task Perspective 

Some of the approaches described in the previous section are difficult to measure, 

especially in applications in the real world. Measurements from a task perspective are 

less intrusive and provide a different type of information about the performance. 

Depending on the precise reason for which the personal assistant wants to use the task 

performance for its support actions, one or more of the approaches described below can 

be used. For example, in a stressful situation it may not be important at all whether the 
correct procedure is followed, only the outcome matters. Three types of performance 



 

 

measurements from a task perspective are considered here. Section 5.1 gives a detailed 
description on these measurements applied to the case study. 

Effectiveness. The correctness of handling a task based on the set goal, is referred to 

as effectiveness. In this paper, two different perspectives on effectiveness are taken into 

account. The first is an absolute perspective by looking at the outcome regardless of the 

process leading to that outcome. As the absolute correct outcome is not always available 

during task execution, it is difficult for an agent to use this information to measure real-

time performance. The second perspective is a more realistic perspective on 

effectiveness, called realistic effectiveness. Here, the correctness of a response depends 

on the workflow that is followed (the correctness of the individual steps that are taken to 

achieve the outcome). 

Productivity. Performance can also be viewed by taking into account the 
productivity. Productivity is often seen as the ratio between the output of a task and the 

input of a task [12]; the faster the input of a specific task is processed, the more output is 

generated within a time unit and the higher the productivity. In this paper, two different 

productivity measurements are taken into account: average completion time, and 

percentage of cases handled. These measurements both evaluate the amount of data that 

is processed within the task.  

Efficiency. In addition to productivity and effectiveness, performance from a task-

based perspective can be measured by looking into efficiency. In this paper, efficiency is 

defined as the costs of performing a specific task relative to the minimal amount of costs 

that are necessary to perform the task. Costs are represented by the resources spent on a 

task, for example money or material.  

3. Performance Measurement Evaluation Criteria 

In order to compare the measurements for task performance to see how suitable they are 

for usage in personal assistant agents, a number of criteria have been identified. Hereby, 
first of all inspiration has been drawn from the work done by [13] in which criteria have 

been identified to evaluate workload assessment techniques. These can be reused for 

evaluating performance measurements to be utilized by an agent and are listed below. 

Note that only the relevant subset of the criteria is taken.  

Sensitivity. The sensitivity refers to the capability of the measurement to detect 

differences in the performance of the human. Some measurements might be relatively 

coarse grained whereas other can measure on a fine granularity. In this case, two types of 

sensitivity are involved, namely the sensitivity for the human’s perception of 

performance as well as the sensitivity for the actual task performance. Both are 

important as argued in the introduction already. As a baseline for actual task 

performance, the precise performance of the human upon the task at hand is used. 

Hereby the performance measurement (absolute effectiveness) is directly linked to the 
goal as provided to the human in the beginning of the task. As a golden standard for the 

human’s perception of performance, the NASA-TLX is used, as this is known to be very 

reliable for measuring subjective performance. In order to precisely measure how 

accurate a measurement m is for the human’s perceived performance and the actual task 

performance, a linear regression method is used namely simple linear regression. The 



 

parameters of the linear regression model were a curve of the form xbby ⋅+=
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Hereby, the x-scale denotes the observed value of measurement m, whereas the y-scale 

indicates the value of the golden standard at the same time point (in this case the precise 

performance upon the task at hand). ŷ denotes the predicted y value for measurement x, 

and b0 and b1 are estimated by means of the ordinary least square method and are 

calculated as follows:  
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In the equation, (xi, yi) are pairs of observed measurements (n in total). The suitability 

of the measurement is now defined by taking the average squared error: 
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Intrusiveness. One of the criteria related to the sensing devices themselves is the 

intrusiveness of the sensor to perform measurements. In case the sensors are very 

intrusive, this might lead to the human feeling uncomfortable, as there is a continuous 

awareness of everything being measured. The sensors are scored by taking into account 

how much the human is disturbed during the task itself (e.g. freezing the computer 
screen to allow the assistant agent to pose a question), and how visible the sensors are. A 

five point scale is used to score this criterion, ranging from ‘--‘ for very intrusive, to ‘++’ 

for highly non-intrusive (‘o’ is for neutral).  

Reliability When measurements are performed another important criteria is how 

robust the measurements are. Some measurements might only be robust when they are 

performed under laboratory conditions whereas the developed assistant agent might be 

meant for more demanding conditions. There is often a trade-off between the 

intrusiveness of sensors, and their robustness. Measuring heart rate using electrodes is 

more robust compared to measuring it via a watch. However, the latter is less intrusive 

compared to having electrodes attached to your body. Again, a five point scale is used, 

whereby ‘--‘ stands for not reliable and ‘++’ stands for very reliable. 
Implementation requirements Another criterion includes the requirements of the 

measurement to be performed, and how difficult it is for an assistant agent to interpret 

the sensing data. Some data is very easily understandable (e.g. the heart rate), whereas 

other measurements require the assistant agent to have a more thorough knowledge on 

how to use the information (e.g. an EEG). In this case, the five point scale ranges from ‘-

-’ representing heavy implementation requirements to ‘++’ for hardly any requirements.  

Task dependence In the design of personal assistant agent, the goal is often not only 

to investigate support for a single task, but for multiple tasks to allow for more generic 



 

 

support. Therefore, it is important that the agent does not entirely depend on 
measurements that highly depend on the characteristics of the tasks being performed. 

Therefore, the portability of the measurements to other tasks is also included as a 

criterion. Also here, the same five point scale is used, whereby ‘--’ indicates highly task 

dependent whereas ‘++’ stands for task independent. 

Cost The last factor is cost. Some sensors are relatively cheap, whereas others can be 

quite expensive. Again, the five point scale ‘--‘ to ‘++’ is used for very high costs to very 

low costs respectively. 

4. Experiment 

This section briefly describes the setup of the experiment that has been conducted to 

evaluate the various measurements. First, the task environment is discussed, followed by 

the concrete measurements that were performed. Finally, the setup of the experiment is 

described. 

4.1 Simulation-Based Training Environment 

The main task that was used in this study consists of identifying incoming contacts on a 

computer screen and, based on the outcome of  identification, deciding to eliminate the 

contact (by shooting) or allowing it to land (by not shooting). Contacts appear at a 

random location on the top of the screen and fall down to a random location at the 

bottom. Shooting is performed by means of a stationary weapon placed on the bottom of 

the screen. Before a contact can be identified, it has to be perceived. This is done by a 
mouse click at the contact, which reveals a mathematical equation underneath the 

contact (e.g. 12*3=36). The identification task is to check the correctness of the 

mathematical equation (which is less difficult in less demanding situations). A correct 

equation means that the contact is an ally; an incorrect equation indicates that the contact 

is an enemy. Identification is done by pressing either the left or right arrow for 

respectively an ally or enemy. When a contact is identified a green (for an ally) or a red 

(for an enemy) circle appears around the contact. The contacts that have been identified 

as an enemy have to be shot before they land. A missile is shot by executing a mouse 

click at a specific location; the missile will move from the weapon to that location and 

explode exactly at the location of the mouse click. When a contact is within a radius of 

50 pixels of the exploding missile, it is destroyed. The scenario can in the future easily 
be extended with a personal assistant agent that measures progress, and takes care of 

some missiles in cases the human is becoming overloaded. A preliminary study 

addressing a personal assistant agent for this task environment can be seen in [14], note 

that the proposed performance measurements in this paper have not been incorporated in 

the personal assistant agent yet. 



 

4.2 Performance measurements for the task 

As already stated before, the performance from a human perspective was measured with 
use of a subscale of the NASA-TLX (taken as the golden standard). Each 2.5 minutes 

participants were asked to rate their performance. In order to conduct the sensitivity 

evaluation described in Section 3, the participants’ ratings were scaled to a number 

between 0 and 100. For physiological measurements, ECG was measured throughout the 

entire experiment to calculate the heart rate. Eye blinks were measured using a Tobii 

x.60 tracker.  

For all performance measurements from the task perspective, a moving average with 

a time window of 86 seconds was calculated. To calculate the absolute effectiveness, a 

contact that was handled correctly (e.g. a friend was landed and an enemy was shot) was 

given an acceptance of 1, a contact that was not handled correctly was given an 

acceptance of 0. In case of the realistic effectiveness, acceptance depended on the 
participants’ identification of a contact: an acceptance of 1 was given when a contact 

identified as friend landed or a contact identified as ally was shot; an acceptance of 0 

was given when a contact identified as friend was shot and a contact identified as enemy 

landed. When a contact was missed, realistic effectiveness was 0. As stated in Section 2, 

productivity was separated in two measurements. First, the average handle time was 

calculated from the average completion time (time from the time point a contact was 

instantiated to the time point a contact was handled) and the average reactivity time 

(time from the time point a contact was instantiated to the time point a contact was 

perceived: 

 

avg_handle_time = avg_completion_time – avg_reactivity_time           (4) 

 
In addition, the percentage of handled cases was calculated: 

 

perc_handled_cases = handled_cases / (handled_cases +  expired_cases)         (5) 

 

Finally, the efficiency was calculated by dividing the amount of bullets by the amount of 

handled contacts. 

4.3 Participants and procedure 

In this study, 2 female participants and 3 male participants with a mean age of 22.8 took 

part. All participants already had some experience with the experimental environment. 

The experiment consisted of 4 blocks of 20 minutes of the simulation-based training 

environment. In the first 10 minutes of one block, task demands were low (contacts 

appear every 10 to 20 seconds) and in the second 10 minutes of one block, task demands 

were high (contacts appear every 2.25 to 4.5 seconds). In the first and third block, the 

environment froze after every 2.5 minutes, in the second and fourth block no freezes 

appeared. The purpose of the freezes was to put the experiment on hold and ask the 

participants questions about the participants’ perceived performance quality. The 
following sentence was shown: “Gameplay frozen.” After this message, a computer 



 

 

version of the NASA-TLX was shown, where participants had to indicate their 
performance and mental effort. In the future this would be a task that performed by the 

personal assistant agent. 

At the start of the experiment, onscreen instructions were given on the task 

environment and freezes. The instructions were followed by a practice block of two 

minutes medium task demands to get familiar with the environment. After practice, 

participants started with the first block. After each block, the participant was given a 

three minute break before continuing with the next block.  

5. Results 

Table 1. Performance Measures Evaluation 

 

 

In Table 1 the scores of the various measurements upon the criteria are shown that have 

been identified to measure the suitability of a measurement for the personal assistant. For 
calculation of sensitivity, mean values were obtained for each performance measurement 

and regression analysis was performed. The mean squared error (MSE) (as explained in 

Section 3) was calculated and averaged over participants.  The sensitivity is determined 

by 1-MSE and scores are presented in Table 1. For the sensitivity with respect to the 

human’s perceived performance, 8 data points were taken from each measurement, 1 for 

each NASA-TLX measurement in one stage. For the sensitivity with respect to the actual 

task performance, one data point represented an interval of 20 seconds, the first data 

points of each part were taken out as no objective data was present yet.  

Measurement Task S. 

 

Human 

S. 

 

Intru-

siveness 

Relia- 

bility 

Implementation  

requirements 

Task 

Depen- 

dence 

Cost 

NASA-TLX 

 
0.977 1.0 -- ++ ++ ++ ++ 

Heart rate 

 
0.900 0.834 o o ++ ++ ++ 

Eyeblink 

 
0.887 0.916 + -- ++ ++ ++ 

Absolute 

effectiveness 

 

1.0 0.957 ++ ++ o -- o 

Realistic 

effectiveness 

 

0.976 0.915 ++ ++ o -- o 

Efficiency 

 
0.936 0.894 ++ ++ o -- o 

handled cases 

% 

 

0.926 0.811 ++ ++ o -- o 

Completion 

Time 
0.959 0.872 ++ ++ o -- o 



 

The sensitivity values in Table 1 show that absolute effectiveness (golden standard 
for task performance) is highly sensitive to the human’s perceived performance. The 

relationship suggests that humans are good in rating their own task performance. 

Realistic effectiveness is highly sensitive to both task as well as perceived performance. 

In addition, the completion time is also very sensitive to both types of performances. 

This could be due to a speed-accuracy trade off: when a case is handled faster, there is 

more chance of making an error which causes a decrease in performance. The sensitivity 

scores do not reveal much difference between perceived and actual task performance, 

except that the measurement eye blink has a relatively high sensitivity for perceived 

performance compared to task performance. When looking into the data it can be seen 

that human’s perceived performance increases as the time between blinks increases. This 

effect could be indirectly caused by task demands: as task demands increase, both 
performance and time between blinks increases.   

The rationale for the score on the evaluation criteria apart from the sensitivity 

criterion is as follows. The NASA-TLX scores negative on intrusiveness as answering 

the NASA-TLX questions means that the personal assistant agent would have to 

interrupt the execution of the current task. The NASA-TLX scores well on reliability, 

implementation requirements, task dependence, and cost [15]. The heart rate 

measurement scores neutral on the intrusiveness as well as on the reliability. This is 

because heart rate can be measured non-intrusive and less reliable (e.g. sensors in 

clothes), or more reliable and more intrusive (e.g. via ECG using electrodes on the 

chest). The measurement scores well on implementation requirements, task dependence, 

and cost. Regarding the eye blinks, the sensor scores well on the intrusiveness, 

implementation requirements, task dependence, and cost. It does however score 
relatively bad on reliability, as other environmental aspects can affect the amount of eye 

blinks (e.g. the amount of sun, tiredness).  

Finally, absolute and realistic effectiveness, efficiency and both productivity 

measurements all score low on task dependence. This is because each time these 

measurements are used in a different task, a new metric needs to be adopted by the 

agent.  Furthermore, they score mediocre on the implementation requirements as well as 

cost, as often the software environment in which the task is performed needs to be 

accessed and possibly extended to allow for a precise measurement to be available for 

usage by the personal assistant agent. The measurements score high on reliability, 

because they are highly task dependent. The custom made measurement, that has to be 

designed for each task, does allow for a reliable representation of performance within the 
specific task.  

6. Discussion 

For a personal assistant agent in dynamic circumstances it is useful to have access to 
different measures of task performance to know the current performance of the human, 

allowing for such an agent to give dedicated support. This support could for instance 

avoid degradation of performance, which is important in the field of augmented 

cognition. This paper describes several performance measurements that were measured 

in an experimental setting, all aiming at a different aspect of human performance. The 

measurements were scored based on a number of criteria and evaluated for their use 



 

 

within a personal assistant agent. The paper shows that especially realistic effectiveness 
can be perfectly used to substitute both subjective and objective performance as the 

sensitivity to both measurements is very high. With respect to the psychophysiological 

measurements, especially eye blink was more predictive of subjective performance 

compared to objective performance. A possible explanation is that the rating of 

subjective performance is based upon the responses of the body observed by the human. 

However, it could also be that both the body and the subjective performance respond to 

the demands of the task. More research has to be done on the causal nature of this 

relationship.  

The relatively high sensitivity score of all measurements shows that they all can be 

used to replace either the very intrusive NASA-TLX or the absolute effectiveness that is 

often not measurable in a real world setting. Depending on the purpose of the support 
system and the task environment, different approaches can be more or less useful. The 

advantages of the task-based approaches are the low intrusiveness and high reliability. 

However, they are very task dependent. In other words, the human does not need to be 

disturbed at all, but for every new task a new measurement needs to be adopted by the 

agent. The NASA-TLX questionnaire is also very sensitive, but the very low score for 

intrusiveness can make it difficult to apply in a real world situation such as an operator 

working in Air Traffic Control. Here, interruption of the operator can have disastrous 

consequences.  

This research shows that there are several different, very useful performance 

measurements possible for an agent to use in the example simulation-based training 

environment. For future research, the idea is to incorporate the most promising 

performance measurements in a personal assistant agent, and see how well this support 
agent is able to support the human. Note that a preliminary study concerning this has 

already been performed (see [14]), however in that setting not all promising 

measurements have been utilized by the personal assistant agent yet. 
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